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Snapshots from our research:

Audio Representation Learning = Downstream Applications

[ Audio Classification ]

T Source Separation ] Music G 6 ® Human
Audio usic eheration Audio Understanding
' >
Representation - - Audio Editing
Multi-Modality ] Source Separation ) )
l Audio Creation

[ Music Generation }-‘\

Lower Down Barriers for Human to Understand and Create Audio and Music
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HTS-AT: A Hierarchical Token-Semantic Audio Transformer
for Sound Classification and Detection

Ke Chen; Xingjian Du ; Bilei Zhu; Zejun Ma ; Taylor Berg-Kirkpatrick ; Shlomo Dubnov All Authors
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[1] Ke Chen et al. “HTS-AT: A Hierarchical Token-Semantic Audio Transformer for Sound Classification
and Detection”, ICASSP 2022.
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Large-Scale Contrastive Language-Audio Pretraining with
Feature Fusion and Keyword-to-Caption Augmentation

Publisher: IEEE PDF

Yusong Wu ; Ke Chen; Tianyu Zhang ; Yuchen Hui; Taylor Berg-Kirkpatrick ; Shlomo Dubnov All Authors
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MusicLDM: Enhancing Novelty in text-to-music Generation
Using Beat-Synchronous mixup Strategies

Ke Chen ; Yusong Wu ; Haohe Liu ; Marianna Nezhurina ; Taylor Berg-Kirkpatrick ; Shlomo Dubnov All Authors
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The OMax Improvisation Paradigm

(~"‘""'7 Presented by the OMax Brothers
L Assayag, Bloch, Chemillier, Dubnov
Style Modeling

Markov models LZ-IP/PST Factor Oracl

Dubnov, Assayag Crochemore, Assayag
[1998-2003]
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Assayag 2000 Dubnoyv, Assayag, Co

2007 - 2012

Audio Oracle / Info
Information Geoynhetry

Impro Control
Donzé, Seshia,Wessel , Berkeley (2013

Continuator MIMI Native Alien  PyOracle

Fichiet [2002-2003] oy Bhagwati [2011] Dubnov & al [2013] UCSD
Frangois [2006]



Talk Plan

* Why Robustness is tied to Information?
 Directed Information and Information Rate

* Music Information Dynamics
* Examples: Texture and Counterpoint

* DI Estimation using Foundation Music models

* Information in Control and Perception-Action

 Robustness in Control: Failure conditions and animated replay
* Quadruped Example

* Conclusions



Why Robustness is tied to Information?

Robustness is the ability to identify and preserve functionally useful information structure under

changes in data, environment, representation, or task.

Uncertainty—Prediction—Interaction—Function
H(X) — H(X{X) — I(X—Y) — information needed/used for action

Robustness = preserving useful structure under change

The goal is not invariance of the data—it is invariance of the information structure needed for

prediction, coordination, or function.



Robust Al: What Information Must Survive?

A perception—-action view: function should survive changes in observations, environment, or components

perturbation /

distriS@tion shift

St » Z, » A, » St

sensation / state perception / representation action world response

feedback through the world

4 )
Generative modeling Robust-Al question
: p (X) Fitand sample the observed Which information remains useful for prediction
earm 6 data distribution and action when the conditions change?

\ J

Robustness: preserve functionally relevant information — not the exact observations

Dubnov - ELLIT - Information Dynamics and Robust Al Conceptual framing: Polani (2009)



Prediction, Compression, and Control

Three information-theoretic views of the same perception—-action loop

[/ Relevant Information / Bottleneck \]

What must | know?

min [1(S; A)—B E U]

Minimum state
information reflected in
the action for a desired

level of performance.

- /

[/ Predictive Information \]

What can |l predict?

I(Spast , Stuture)

How much does the sensory past
tell us about the sensory future?

A task-independent
view of predictive

C

structure.

\ /

"

N)

Empowerment

What can | control?

Er(s)= max l(Ag.7-1;57[S0=15)

plaog.t-1)

Potential influence of possible action
sequences on future observable states.

A measure of options/

control capacity. /

Whatis relevant? e Whatis predictable? e Whatis controllable?

Dubnov - ELLIT - Information Dynamics and Robust Al

Polani(2009); Tishby et al. (1999); Bialek etal. (2001); Klyubinetal. (2005/08)



From One Agent to Interacting Components

Generalize the perception—-action view to coordination, multi-agent dynamics, and feedback channels

Multiple components / agents

Single agent
2
X
S A X1 past > future X3
t ‘ t
state / sensing action ‘ past > future past > future
generalize
environment/ feedback
: 4 ) 4 ) 4 )
Information Rate / . . . .
- . Joint vs. marginal rates Directed Information Feedback / control
Predictive Information Which inf
L N . : . . ich information
Within-component Coordination: whatis Direction: who predicts remains useful for
temporal structure shared? whom? action?
- / N J/ - j NG ' J

MUSIC - interacting voices and

coordination ‘ CONTROL - sensor-action feedback under failure

Later: multi-component/ multi-agent systems and feedback channels

Dubnov - ELLIIT - Information Dynamics and Robust Al Openingroadmap for the ELLIIT talk



H(x)

Information Rate

Entropy & Information - Communication Channel

H(y)

Source x H Ehannel. >

Receiver y

[(x,y)=H(x)—-H(x|y)

y — past experience, what you heard so far
X —new material

H(x) — uncertainty about x

H(x|y) — uncertainty about x when we know already y
If y is long enough, H(x|y) becomes Entropy Rate
I(x,y) —how much the past tells us about the future

H(x,y)




Music Information Dynamics

=
| <) L
m Source Z HH nnel. > :La__"_-g Receiver Z

Validation and violation of expectations is a technigque commonly used by composers

H>>0,Hr~0
p(x) = ](xpresent9xpast)

= H(XN) _H(xN | xla'"an—l)

Unity in Variety

Wundt Effect

H = E (log p) = Entropy Hr = Entropy Rate
Constant Random

H=0, Hr=0 H = Hr



Papers on Information Dynamics

* Dubnoy, S. (2004). "Generalization of Spectral Flatness Measure for Non-
Gaussian Linear Processes." I[EEE Signal Processing Letters, 11(8), 698-701

* Dubnoy, S. (2006). "Spectral Anticipations." Computer Music Journal, 30(2),
63-83.

* Abdallah, S., & Plumbley, M. (2010). Information dynamics: Patterns of expectation
and surprise in the perception of music. Connection Science, 21(2-3), 89-117.

IDyOM: https://www.marcus-pearce.com/idyom/

Controlling Surprisal in Music Generation via Information Content Curve
Matching: https://arxiv.org/pdf/2408.06022

Estimating Musical Surprisalin Audio: https://arxiv.org/pdf/2501.07474

Estimating Musical Surprisal from Audio In Autoregressive Diffusion Model
Noise Spaces: : https://arxiv.org/pdf/2508.05306



https://www.marcus-pearce.com/idyom/
https://www.marcus-pearce.com/idyom/
https://www.marcus-pearce.com/idyom/
https://arxiv.org/pdf/2408.06022
https://arxiv.org/pdf/2501.07474
https://arxiv.org/pdf/2508.05306

Factor Oracle String Matching Compression with COMPROR

Idea: Replace Entropy H with Coding Length C

IR( letter) = C( letter ) — C( letter | past sequence ) = | Single letter encoder | - | Block encoder |/ Block size

Position i 4+ 1 to encode

3 3
Rsviies —— 2 —— o — | I

— -
(thus Irs[i + 1] = 0) (thus Irs[i] > 0)

Suffix Links ™~ (0, letter)

Letter encoder Pair encoder 001011100110010...

Allauzen, Crochemore, Raffinot, 1999

Compror encoding scheme

I(length, position)| > length x [(0, letter)|

ncont regon. [ Mk Dtenr [
wectngon (1) EITB ) s
== 1

i

recond region [
- %

® Comprorcode length is used as an approximation to
Shannon / Kolmogorov Entropy
IR = log(size of alphabet) - # bits/ block length
® Search over all thresholds to choose a model that
has highest IR

mcord rogien [

siton (750

300 IR vs. Tlhreshold \f’alueI (VMO) |

P | S ooy sesg e e e | R values i

1111 ES— L . .
& 1501 . Selected threshold

1

I ' ' '

100 -y (s S A Lo ... :
50_ ------------- ; --------- : 1 1 1 1

0.00 0.05 0.10 0.15 0.20 0.25 0.30 0.35
Threshold



Multi-Agent Improvisation
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Directed Information

Accounts for the intra-dynamics of parallel processes

Related to causality

x _m m n . } - 5 . ¢
?
1 y—-x /
n = - .
Y a ] n -t
n n+l




Information Dynamics in Multi-Track Models

J:SG
. . J_ [ '
 EachVoice is an agent (human = et ow =
and machine) -
. . SR — et
* : <-> A ":I: ‘f - | ~ .f
Improvisation: Listening pﬂ'l IH'?

Playing

* Information passed between
agents X RO =1 (% )

e Creative interactionis

measured by the amount of
information transfer between
man and the machine i : ‘.w
TS "."' N | ” “'.‘ . .
L i T

C IRC)=1(C, C)

SymTE =

MIRCX_I X) ; (C,X) >
N'ub""" .

IR(C,X) + I(C, X) - IR(X) - IR(C)

Dubnov, S.; Gokul, V.; Assayag, G. Switching Machine Improvisation Models by Latent Transfer Entropy Criteria. Phys. Sci. Forum 2022, 5, 49.



Total Information Flow

Hypothesis: creative interaction maximizes the total information
flow. Given two interactive signals Xand Y

Flow = TX%Y -+ TY%X
Tx oy +Tyox = HX|X) + HY[Y) - HXY|XY)

Total information flow is given by the surprisal factor of Xand Y
and reducing the surprisal of the joint signal



Estimating Information Flow

 Calculating Entropy is hard
* High dimensional audio data
e Complex MIDI data

Algorithm 1 Calculate Information Flow

: Input: A MIDI file with two tracks (XY)
Output: Total Information Flow
X,Y < SPLITTRACKS(XY) b Separate two tracks
foreachT € {X,Y, XY} do
for i + 0 to seq_len do
start < T'i : context]
probs < MTMT.TRANSFORMER (start)
cond_entropy[T][i] < — > probs x log(probs)
‘ M 1.1 9: end for
X)=— Z p(x,y) log Pz, y) 10: cond_entropy[T| < AVG(cond_entropy[T])
e ey p(x) 11: end for
. 12: InfoFlow < cond_entropy[X] + cond_entropylY] —

[a—

* Use pre-trained models
(generative)

H(Y

| cond_entropy[XY]
H(Y|X) = E {1(};;; p(a ”)] oF

( ) — F [— log F(U‘*f')] 13: return InfoFlow
plx '



Visualizing Musical Transformer
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https://storage.googleapis.com/nips-workshop-visualization/index.html



Multitrack Music Transformer (MMT

. type beat position piteh duration instrument )
X =(X1y...,Xn, X; = (@ z;", x; Ty T , T
xtypc x.Mnr xpouuun x;ntrn xdururum xlmlmmrnl
* . . N ) +
? = ®, 2, f] ’ » ) Start of song Embedd Embedd: Embedd Embedd: Embodd Embodd
5 %g: (1, », o, ©, @, 1S) Instrument: accordion [ T o) 1 3]l I 3] T ng J( T ng £ T ng |
2 5 Gl (1, 2, o, ©, 0, 36) | Instrument: trombone
] C3 Positional cacoding
g EGh (1, @, o, ©, 0, 39) Instrument: brasses :
0 1 v i (2, 2, e, o, 8, @) | Start of notes = E
g s (3, 1, 1, 41, 15, 36) Note: beat=1, position=1, pitch=E2, duration=48, instrument=trombone 1 Masked multi-hcad
71 (3,1, 1, 65, 4, 39) Note: beat=1, position=1, pitch=E4, duration=12, instrument=brasses ' puli-omation
§ e 82 (3, 1, 1, 65, 17, 15) Note: beat=1, position=1, pitch=E4, duration=72, instrument=accordion m::,m &
& ‘§ 3 =l (3, 1, 1, 68, 4, 39) Note: beat=1, position=1, pitch=G4, duration=12, instrument=brasses docoder block
£ g: t (3,1, 1, 68, 17, 15) Note: beat=1, position=1, pitch=64, duration=72, instrument=accordion iy
i -ttt} (3, 1, 1, 73, 17, 15) Note: beat=1, position=1, pitch=C5, duration=72, instrument=accordion Tl
i %% " (3, 1, 13, 68, 4, 39) Note: beat=1, position=13, pitch=G4, duration=12, instrument=brasses S
i Cg e ! (3, 1, 13, 73, 4, 39) Note: beat=1, position=13, pitch=C5, duration=12, instrument=brasses T
S AE 1 (3, 2, 1, 73, 12, 39) Note: beat=2, position=1, pitch=CS, duration=36, instrument=brasses
C3 — : » » ? Ll 2 ’ » ? » ense
g & gi - | (3, 2, 1, 77, 12, 39) Note: beat=2, position=1, pitch=ES5, duration=36, instrument=brasses ( "T" ) "‘1"‘ ) D‘i‘ I D‘i“ J D‘r“ J(_Dewe ]
o -
%' - { “ee “ne Soft Soft Soft: Softy Softmax l—dm
e | (0,6, 070, 6, 0 | 6 of song G ) o) o) (e o
(a) time (beal) (b) (c) ft)‘}lc ibnn ipouu..m x-a;ulrn fdumnan ilmtmmrnt

Dong, Hao-Wen et al. “Multitrack Music Transformer.” ICASSP 2023 - 2023 IEEE International Conference on Acoustics, Speech and Signal
Processing (ICASSP) (2022): 1-5.



Is Flow Happening in Real Music?

* Evaluated on MIDI data from Musescore
* Randomly juxtaposed tracks to form negative examples

Pitch

4 ) . color

35 * pos
* neg

3

2.5 o

2

Information Flow

0 20 40 60 80 100 120 140 160
Sample



Joint Pitch+Duration Flow

Track 0

Track 1 1

Track 2

Track 3

Q N 1 o
& & & &
Violin, Staff
Mozart — Violin, Staff-1

String Quartet K. 387

Viola, Staff-2

Violoncello, Staff-3

Duration-only Flow

Pitch-only Flow

3.076
3.850 3.235
3.074
3.230
3.845 3.072
3.225
3.070
3.840 3.220
g 3.0682
£ o 3.215
3.835 3.066
3.210
3.064
3.205
3.830 3.062
3.200
3.060
3.825 3195
\ i — Co—
ﬁ et e Tt e e b |
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3
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T 1 7 I I j [ ] [
\ Y I ! I

Flow



Explaining listening to Generative Music Audio

Context gain Continue A Listen to B
s+ 940 judgements 54 530 judgements 42 raters - 410 judgements
list gree 0.64 (0.5, 0.73) listene 2) listeners agree 0.72 [0.57, 0.97

- - - I - e

agreement between measure and listeners

share of judged pairs where PMus agrees with the listener's choice

®
& a8

n=406
n=406

PMus-Duo

PMus-Ctx PMus-Self PMus-Partner PMus-Partner
M1 M4 Mé6 M7 M5

I gencerator’s own (internal) evaluator [:] external evaluator (MusicGen-large)

- = two eligible listeners on the same pair (band: 95 % CI) = = chance 0.5

DEFINITIONS

PMAus-l_)uo R
h(O | M) — h(O | M)

PMAus-Ctx A
h(O | @) — (O | M)

PMus-Self
h(O | B) = h(O | M)

PMAus-Partner_+ X
h(O | mix(A, B)) — h(O | M)

PMAus-PartnerA
h(O | A) = h(O | M)

h =mean NLL, Eq |I|

Context gain

Duo grounding -

Self-continuation gain -

Decoy-controlled partner gain -

Partner gain -

Predictive musical information and its agreement with listeners.

Left: share of judged pairs where each measure agrees with human choice,
Right: Five Measures with NLL contrasts

- M1

M4

M6

M7

M5

NOTATION

O

A

B

M = mix(A, B)

B

M

generated clip under
evaluation

true own past (player
A)

true partner’s past
(player B)

true past mix

decoy partner’s past,
own past kept (mean
of 8)

decoy past mix, fully
foreign duo (mean of
8)

no context

MusicGen
InspireMusic
YuE

Magenta RT
ACE-Step



Distributed intelligence




Multi-agent interaction: task reward and information

(0)
o — N\ [ N\ (. Xe
Probing Actions Interference Channel Empowerment Calc. 2y
(0) ) R
U 1 I
> 0:t—1 > _|_ )( U(got) I,X(O)] > 1 o [
'
'l " Xt(l)
1 1
1 \
1 . ¢y
(1) ! [ I
I UO:tfl w :> + )(I[U(glt) l’X(l)]\ ) | - |
—_ ) ; J
]
\‘ " Xt(2)
AT |
L
v s -
U(2) Y 1 I
— 0:t—1 > + ) I[U(gzt) 1,AX'(Z')] ) ) o |
__/\
\_ J . J L J
Standard MARL Empowerment probes Nash / iterative water-filling
Agents learn policies for shared or Hypothetical actions quantify Best-response updates of probing
control over one’s own future state. distributions reach a fixed point.

competing task rewards.

Shah et al. (2026), Fig. 1; MARL examples: Lowe et al. (2017), Rashid et al. (2018)



What empowerment adds to a Vicsek flock

Play the flock simulation

Shah et al. (2026), Vicsek-style flock, author simulation and Fig. 4

Vicsek baseline

Local alignment leads toward one shared
heading. Average empowerment declines.

With empowerment control

Agents also adjust their turning to preserve
influence over their own future headings.

Higher average empowerment; two opposed,
organized streams instead of global alignment.






Toy DI pilot: four coupled activations

DI heatmap
Independent noise activation raster ring=0.086, off=0.098

Learned coordination dynamics (t=0) = =

Independent Learned (intrinsic) Learned (+Dl) o

mean=0.47, var=0.013, At=0.041
0 10 20 30 40 50 60 70 ] 10

Y1 Y2 Y3 Y4
DI heatmap
Learned intrinsic only activation raster ring=0.079, off=0.255

20 30 40 50 60

AR
L/
A
N

0 10 20 30 40 50 60 70 0 10 20 30 40 50 60 Y1 Y2 Y3 Y4
DI heatmap

] ) activation raster

ring=0.443, off=0.108

Each fixed spoke shows an activation Y1-Y4; its length changes over time.
Ring score: one-step prediction around Y1 — Y2 —» Y3 — Y4 — Y1.

Independent noise Intrinsic only Intrinsic + DI proxy
Untrained baseline. Ring score CEM selects activity and diversity. CEM adds a ring bonus. Ring score
0.086. Ring score 0.079. 0.443.

Next: DI-Walker tests whether information relates to control under limb faults.

User-supplied Tiny Learned-Policy DI Pilot notebook and animation; one seeded run



Communication for fault robustness

No peer sensing versus delayed peer-force messages during weak central-control dropout and limb-4 slip

Permanentlimb loss eqr — 0
Realized force is removed after the event.
Intermittent slip €4, = 0.2

Force authority falls during selected windows.

Sensor loss

A selected message channel is removed or zeroed.

Weak-CC dropout

The shared correction signal is unavailable.

Compound failure

Limb loss, sensing loss, and weak-CC dropout co-occur.

https://arxiv.org/abs/2609.27580
https://github.com/sdubnov/DI-Walker

Dubnov - Directed Informationand Data-Rate Theory for Distributed Control

V4.3d Robust Walker: task=chirp seed=9105

Large-layout replay: intermittent central control + intermittent L4 slip

step: 000 CC: on

Capacity / No Peer Sensing

.
vt

o
N
ar
e
ettt

Late path error: 1.414
Target

= Body path

L4 slip: recovered

Sensor-Comm

o
oart

o
.
it
et
avtt

Late path error: 0.363
Target

= Body path

Animated in slide show

Paper connection - DI-Walker v4.3 failure replay


https://arxiv.org/abs/2609.27580
https://arxiv.org/abs/2609.27580
https://arxiv.org/abs/2609.27580
https://github.com/sdubnov/DI-Walker
https://github.com/sdubnov/DI-Walker
https://github.com/sdubnov/DI-Walker
https://github.com/sdubnov/DI-Walker
https://github.com/sdubnov/DI-Walker
https://github.com/sdubnov/DI-Walker
https://github.com/sdubnov/DI-Walker

Distributed action pathway

Realized force is available to the next controller update

limb j
Fit-1

Oown-Sensor: @i+ =q;° + w;s; ¢

Peer-Sensor: g;+=

message

M; ¢

local
e + 2 Wisj,e

J=i

Gact = E[log p(Ut|Ct, M¢) — log p(U¢|Ce)1/In 2

receiver i
Uit

Action-directed information: G,

N w s

Action-predictive gain (bits/action)

Corrected post-event analysis; intact and compound failure (not push-pull).
IT-PAC-style finite-history estimate of /(M- U); error bars show predictor-seed SD.

Own-Sensor
intact

r
Own-Sensor
compound
failure

Peer-Sensor
intact

T
Peer-Sensor
compound
failure

plant
Zit1

Compound failure: L4 loss followed by weak-CC dropout

Own-Sensor Peer-Sensor
== target route = = target route
=== Own-Sensor 4 == Peer-Sensor
@ Ldloss ® Ldloss
® CC dropout ® CCdropout
----------
- 2T Ldmmem——————e
” ’a'—
-
- >
————— > 'a'.’
'g -
\ 8 of —/_\
-2
—44
0 2 4 6 8 10 12 o] 2 4 6 8 10 12
body x body x

3.0

N
n
L

Mean late path error

0.5 1

0.0 -

Functional robustness under disturbance

N
<]
)

=
o)
)

-
=)
|

B Own-Sensor
B Peer-Sensor

cc oo™ o=

Action-directed Information:
- history = 4, predictor receives the window of 5 samples
- Full-precision sensor messages, without quantization.
- A context-only MLP versus a context-plus-message MLP.

s

cC & S\

cC

A& NP x



Predictor-only results

Peer messages retain large action-predictive value under compound failure, even at coarse resolution

bits/action

Action-predictive gain

Predictor-only message quantization: IT-PAC-style action information

True-message advantage

—@~ own-sensor, intact
~@ own-sensor, compound failure
~@~ peersensor, intact
~& peersensor, compound failure

bits/action

1.0 1

0.8 1

°
(=]
1

o
'S
1

0.2 1

0.0 1

—8— own-sensor, intact
-@ own-sensor, compound failure -
—— peer-sensor, intact

-& peer-sensor, compound failure

2.5 5.0 7.5 10.0 12.5
Per-receiver nominal rate (bits/step)

15.0 17.5

Gact ~ 3.3-3.6 bits/action

stable across finite message levels

7.5 10.0 12.5 15.0 17.5

Per-receiver nominal rate (bits/step)

Aghutiie : 0.02 — 0.59 bits/action

alignment detailimproves with resolution

predictive bits f nominal bit
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Error bars show one standard deviation across three predictor seeds; efficiency is descriptive, not channel capacity.
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Main Concepts:

Information flowing over time is relevant when the transmitted signal depends on past channel
outputs or feedback. This is especially important for interactive, multi-agent, and control-oriented
communication. The toy experiment shows an increase in action-directed information for
distributed messaging and an improvement in fault robustness even at lower bit rates.

Empowerment measures how much control an agent has over its future observations or states:
E(sy) = maxp(at:t+H)I(At:t+H; St+n | St = sp).

It is essentially an action-to-future-state channel capacity: how many distinguishable future

outcomes the agent can create.

Directed information (Dl) measures causal information flow through time:

n
(X" ->Y™) = z I(X5Y, | YE?),

t=1

For closed-loop systems, empowerment can be defined using directed information from actions to
future observations:
Eclosed = Max,[(A™ — O™),
where m denotes an admissible feedback policy.
(Abel et al. Plasticity as the Mirror of Empowerment https://arxiv.org/html/2505.10361v2)



Relevance to Multi-Agent Interaction and Robustness:

In a distributed agentic network, there are at least three relevant information flows:
local observation = semantic message — other agent’s action — future shared state.

They can be measured differently:

* Observation-to-message DI: how much causally relevant information is extracted and
transmitted.

« Message-to-action DI: how much the message changes the receiver’s decisions.

* Action-to-future-state empowerment: how much control the resulting actions provide over
the environment.

* Team empowerment: how much influence the distributed group has over future collective
states.

Directed information is useful for measuring whether communication has a causal effect:
n

I(M™ - A™) = z I (Mt A, | AT,
t=1

where M"is the message sequence and A"is the action sequence.

A robust message should have a high causal influence on the correct action that remains stable
when messages are delayed, corrupted, dropped, or partially missing.
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* Predictive information and anticipatory structure in dynamical systems;

* Information content (IC), surprisal, and time-local information measures ;

* Information rate (IR) and temporal constraints on perception, action, and generation;

* Directed information, causal information flow, and influence between processes;

* Information-to-go, controllable information production, and information-based control ;
* Information dynamics in generative models (e.g., music, language, symbolic sequences);
* Surprisal shaping, information curve matching, and controllable generation;

* Action—perception loops analyzed through dynamic information measures;

* Intrinsic motivation and exploration driven by predictive or directed information;
* New information measures explicitly designed for temporal, generative, or interactive systems.
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Information in Control and Perception-Action
Actions change the world, which changes what the agent senses next.

IT-PAC describes this closed loop in acommon information-theoretic language.

STATE / SENSATION ACTION SELECTION ACTION

m(as | S¢) (¢

B 1 1 L 1 1 1
0 10 20 30 40 50 B0 70
| (bits)

Tishby & Polani - Information Theory of Decisions and Actions

Vﬂ-(Stj G;t)

Future reward or
control performance

p(8t+1 | St @t)

WORLD RESPONSE

St+1

The next state becomes the next observation

IW(Sh (Lt)

Information processed
over the future state-
action sequence

Al; = log

lo W(atﬂ | St+1)

~ ~

p(st+1) 7(aty1)

Paper connection - Sec. 1 and Sec. 5.1



Implemented perception-action causal ordering

The message is computed from delayed realized peer force before the receiving action is chosen

ordinary context

i+
I
v
realized peer force quantized message receiving action
—_— —_—
F_ ;i1 N ; ¢ Ui .+

1

next plant state

AR

future sensing closes the loop

F_ 421 —— My —— U;r ——> Ziqa

M; : =Qp(F_;:+—1)

Dubnov - Directed Informationand Data-Rate Theory for Distributed Control

Paper connection- Revised report, Sec. 2.1 and Fig. 2.1



IT-PAC estimator: message value at the action interface

Two predictors share the same ordinary context, while only one receives the delayed sensor-message history

C’L(,]z) — (Ci,t—k‘) e ey Ci,t); M?,(,]z) — (M,L‘,t_k, ... 7M’i,t>

Context-only baseline Context plus true message
same target actions
(k) (k) (k)
40 (“%t | € qu{wie | Ciy's My
Action-predictive gain True-message advantage

E[NLL(g0)] — E[NLL(q1) A _ ENLL(g1 )] ~ ENLL(q))

Gact — 1n 2 1Il 2

Ci: ordinary context, M, : sensor message, k: history depth, qo,q : conditional action densities, NLL = —logq(u)

*We trained an MLP predictor for next action with and without past messages

Paper connection- Revised report, Sec. 5; predictorreport, Sec. 3
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   Z ⃐


  ℰ  (   s t ) =   max  p  (   a  t : t + H ) I  (   A  t : t + H ;   S  t + H ∣  S t =  s t ) .


  I  (   X n →  Y n ) =  ∑  t = 1 n  I  (   X t ;   Y t ∣  Y  t − 1 ) .


   ℰ  closed =   max 𝜋 I  (   A n →  O n ) ,


  𝜋


  local observation → semantic message → other agent’s action → future shared state .


  I  (   M n →  A n ) =  ∑  t = 1 n  I  (   M t ;   A t ∣  A  t − 1 ) ,


   M n


   A n

