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Automation, cognitive work, processes
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ScientistTwo: Pioneering the Human

Knowledge Frontier with Autonomous Al

Jaehyun Nam', Jinsung Yoon', Yanzhou Pan', Yubo Wang?, Rui Meng', Parthasarathy Ranganathan' and
Tomas Pfister!
!Google Cloud Al Research, >University of Waterloo

Table 1 | ScientistTwo overview. At each stage, ScientistTwo generates a candidate using a
specialized Al agent and employs a corresponding critic agent to decide whether to accept the
output or invoke a ref inement agent to improve and supplement it.

Generating Novel Seed I
Finding limitations

Seed idea generation
Evaluating Ideas (§ 3.2
Reproduce baseline on s
Idea experiment on subs
Idea experiment on full-s

Refining Ideas (§ 3.3)
Idea evolution
Select best idea

Ablation Studies (§ 3.4)

Ablation study Idea, Ablation results Is the component breakdown clean? Refine the method

Drafting & Meta-Reviewing (§ 3.5, § 3.6)
Initial drafting Manuscript -
Peer-Review Manuscript Is review score good enough?
Meta-Review Manuscript, Review  Does it meet the venue bar?

Initial Idea
Generator

Scientific
Problem

Limitation .

Extractor Verifier

Run rebuttal experiments
Refine idea and analyze again

https://arxiv.org/pdf/2609.19644

Creativity
Understand limitations/constraints
Challenge them

Idea
Generator

» Seed Ideas

Figure 4 | Generating Novel Seed Ideas. ScientistTwo begins its research by generating novel ideas
that can address the limitations of the human state-of-the-art (see § 3.1).
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Automation, cognitive work, processes

Stateful workflows

ENTERPRISEOPS-GYM: Environments and Evaluations for Stateful Enterprise, Industrial, ...

Agentic Planning and Tool Use in Enterprise Settings

EnterpriseOps-Gym Data Creation Process

Key Features

Shiva Krishna Reddy Malay *! Shravan Nayak

Sathwik Tejaswi! Sridhar Krishna Ner

Abstract

Large language models are shifting from passive
information providers to active agents intended
for complex workflows. However, their deploy-
ment as reliable Al workers in enterprise is stalled
by benchmarks that fail to capture the intrica-
cies of professional environments, specifically,
the need for long-horizon planning amidst persis-
tent state changes and strict access protocols. In

13 Mar 2026

Extensive Enterprise Focus
150 tasks across 8 core domains

Live Sandbox Environment

Fully interactive, Dockerized
=== environment.

High-Quality Data [ ¥
SME-authored task constraints, [_:k%ﬂ_;
policies and ground-truth plans.

Robust Eval ¢
Outcome-based SQL state verification

User Request and Policy

Check case CS-0000644 (Windows Server
2022). Attach the correct KB article if missing,
then email a solution proposal to the customer.

System Policy: used_as rule for KB attachments
(1) Automated search = "suggested”

(2) Found useful after resolution-> "resolution”
© Otherwise - "applied”

Hidden Task: Figure out email from case record

https://arxiv.org/pdf/2603.13594

Tested Skills

Multi-Step Agentic Planning

. Policy & Constraint Adherence
Respecting strict access policies.

. " - Calendar CSM
esolving long-horizon tasks with _
ct state dependencies.

State-Driven Tool Calling
Choosing, parameterising the right API

Cross-Domain Orchestration
navigating multiple domains and tools
while maintaining context.

‘E‘ Agent Execution

|®search_cases(numbe "CS-0000644")

I@find case_knowledge_linkages(case_id=644)
|® retrieve_knowledge(product_ "published")
@ link_case_knowledge(case_id= ..., used_as="resolution")

I\ Policy: automated retrieve_knowledge call -» must use “suggested"

@ Unable to send email, missing email identifier

@ Oracle: case.contact id > find_contacts + list_users - email

=

Outcome Based Verification
of ground-truth plans

L E * } u ' ; A)
Drive ||| Email HR ‘ iTsm | | Teams | | Hybrid |

Domain & Sandbox Scenario Design - Author Ground Truth
Setup = oF Plans
@ = :

Quality Assurance
Expert Review & Consistency

Verification

Link Case Knowledge

GOUNTI*) A5 result
case_id =644\
knowledge id = 1\
e —

case_knowledge |

Send Notification

COUNT(®) A5 result natifications \
ease_ia = 644\

Knowledge_id = 1\

type = 'salution_proposal’ \

email = ‘robyn jacobs@jenesandrayans.com’;

Figure 2. Overview of ENTERPRISEOPS-GYM: A benchmark for stateful agentic planning and tool use. (Top-left) ENTERPRISEOPS-
GYM spans eight enterprise domains and evaluates multi-step agentic planning, policy adherence, state-driven tool calling and cross
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OpenAI - H uggi ngfa Ce Goal-seeking behavior
InCident e pO rt Aug 27’ 2026 Extremely complex behavior

OpenAl Q Login v Try ChatGPT 2

QMETR Our Work About  Donate  Careers (Q
The Hugging Face incident and the road ahead S——

thisincident
1200 agents sent

) 70,000 messages
Read the technical report Read METR report 2 Watch Black Hat talk 2 andfilesonan
unsanctioned

message board, and
~700 attacked
Hugging Face

On the shared “message board” >200 agents
Agents coordinated collaborats on large-scale shared projects to rick the ExploitOymM

on large collective
projects to cheat the
ExploitGym scorer,
and attacked Hugging
Face for cl

Agents w

intereste
manipulating their
own transcripts, and

their tests
successfully “spoofed”
some tool calls in our

transcripts This post has three parts. First, we describe our core takeaways about the

q Ajeya Cotra - "This might be the clearest warning shot we ever ¢ Hugging Face attack after conducting this investigation:

Dwarkesh Patel

OpenAI /

Hugging Face * e ) , . . . ..
attack investigator : https://metr.org/blog/2026-08-26-openai-hugging-face-incident-investigation/
>

- o RI.
Ny SE

_we-ewn | https://www.dwarkesh.com/p/ajeya-cotra

Investigation process
and limitations
= Roughly 1200 agents meant to be isolated from one another found a

Scope of this

way to communicate with one another on an unsanctioned message
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Loops, Refinement, RLxXx
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“Internet” RLVR
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90% compute) 10%1T compute)

Goal-seeking behavior, “grader"

Workflows
“Al Scientist”, “EnterpriseOps”
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Loops, Program search
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2 loop levels, example, EvoTune paper

Algorithm Discovery With LLMs:

Evolutionary Search Meets Reinforcement Learning a.k.a.

Refinement
Anja Suripa“‘, Amin Mansouri', Lars Quaedvlieg!, ArnaIISeddasl, P ro gr am sy nt h es " 3

Maryna Viazovska!, Emmanuel Abbe'?, Caglar Gulcehre
'EPFL 2Apple

Evolutionary Search

o Reward I
g < %
_ Generate Evaluate _ sore Code database

RL Training

4 Aug 2025

“World model”
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Harnesses add significant capability
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Code-executing harness, examples
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Code as the World Model
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Packaged training Environments

Environments
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Environment engineering
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Agentic Environment Engineering for Large

Language Models: A Survey of Environment

Modeling, Synthesis, Evaluation, and Application

Jiachun Li*, Zhuoran Jin*, Tianyi Men*, Yupu Hao*, Kejian Zhu*, Lingshuai Wang*, Donggi Huang®,

Longxiang Wang*, Shengjia Hua*, Lu Wang*, Jinshan Gao*, Hongbang Yuan, Ruilin Xu,
Kang Liu, Jun Zhao'

Abstract—Environments serve as interactive systems for large language model (LLM) based agents across diverse scenarios and

Data is the old new oil
RL Envs is the new new oil

The verification problem... Jevs.
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Test run using Prime Intellect
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Eval tooling

Prime Intellect, library: verifiers (Will Brown),

One command
* Model choice
«  Environment choice (taskset details)
* Harness choice
*  Runtime choice

L

run
enyv
2ny
env

= &Ny

env

.taskset.domains

.agent
taskset

file .env

.agent.runtime. type prime Y\

runtime.idle

ng

ynC

calendar

timaout

380

i
\
i

task.tools, service-runtime

idle-timeout

client.base-url https://openrouter.alfapifvl \

client.api-key-var QOPENROUTER API KEY

model z-aifglm-5.2 %

Bullock case handover

Per-task results

# Task bash bash error PA PAerror PAcells
1 Apex new customer setup - ToolsetError 060 — 8
2 Carrillo site re-enable - ToolsetError .00 — 12
3 Tier-2 direct call 000 — .00 — 3
4 Simon NY site transition 050 — 050 — 24
5 Stark PA-3220 alert 0.75 - .00 — 22
6 Carrillo Jira patch 060 — 040 — 10
7 Globex contact resigned 050 — 050 — 18
8 Push CS-311 to critical 1.00 - 0650 -— 14
9 Luminatech onboarding 060 — 060 — 21
10  Acme warranty mismatch 0.67 - 067 — 18
1 Russell contract detail 067 =— 067 -— 9
12  Horizon field ops 1.00 - .00 -— 10
13  Escalate CS-1179 067 — 067 — 9
14  Acme London alert 1.00 - 033 -— 19
156  Globex Sydney tidy-up 0.75 - 1.00 — 15
16  ServiceNow office move 100 — .00 — 12
17 Initech MySQL restore 1.00 - .00 — 6
18  Warranty coverage gaps 017 - .00 — 6

Per-task results, bash vs prime_agent

Partial credit is verifier_pass_rate. A dash means the rollout never scored because it died; t!

number of ipython code cells prime_agent executed (O when it never ran).

1

# Task bash bash error PA PA error PA cells
1 London Wi-Fi drops 0.50 - 050 — 8
2 Printer impact raise 050 — 050 — 6
3 Aisha 2FA lockout 033 -— 033 -— 1
4 Reopen INC11 for Carlos 1.00 - 100 — 1
5 Email server fault - SandboxError 0.33 — :]
6 SF datacenter migration 1.00 - 1.00 — ]
7 Elena desktop no boot 0.00 - 0.00 — 92
] Repoint Carlos oldest 1.00 - 1.00 — 14
9 Rebalance L1 workload 000 -— 020 -— 56
10  Berlin office IT setup 1.00 - 088 — 15
1 KB article for INC14 1.00 - 100 — 12
12  Report on L1 resolved 1.00 — 100 — 14
13  Triage email incidents - SandboxError 071 = 23
14  Age out stale L1inc 000 -— 100 — 1
156  Aisha desktop asset 0.50 — 050 — 13
16  NextGen portal cutover 1.00 - 100 — Al
17  Munich lab location 067 — 067 — 6

-

[+ |

push False

L}

(2]

380 \


https://github.com/PrimeIntellect-ai/verifiers
https://github.com/PrimeIntellect-ai/verifiers
https://github.com/PrimeIntellect-ai/verifiers

Summary
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Summary

Al system

7

Harness

Reasoning/
ht{Cal)

[

. Chain-of-th

Tool-use
Code

Environment (Gym)

IT systems, science lab,
factory, incl humans

Sandbox

\

Physical systems and

physically separated digital
systems

IT systems, science labs,
factory, health care,
incl humans
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